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Abstract—It is increasingly important and a big challenge to detect intrusion behavior variants in today’s world. Previous host-based

intrusion detection methods typically explore the sequence of system calls or unix shell commands to detect the intrusion behavior.

This article abstracts the detection of intrusion behavior variants as the comparison between different sequences when the sequence

order or length transforms. To overcome the impact of sequence transformation on the detection accuracy, we propose P-Gaussian,

a provenance-based Gaussian distribution detection scheme which comprises two key design features: (1) it utilizes provenance to

describe and identify intrusion behavior variants, and eliminates the impact of sequence order transformation on the detection

accuracy. (2) it adopts Gaussian distribution principle to accurately compute the similarity between intrusion behavior and its variant,

and eliminates the impact of intrusion behavior sequence length increase on the detection accuracy. To improve the detection

performance, P-Gaussian employs a Redis memory database with multiple Redis instances and multiple threads to enable the

parallelism of provenance processing in multi-core environments. It also classifies hot and cold provenance to provide high-efficient

long-term forensic analysis. Experimental results on widely-used real world applications demonstrate the performance and efficiency

of our system.

Index Terms—Provenance, intrusion behavior variant, Gaussian distribution, real-time, memory database
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1 INTRODUCTION

TODAY’S enterprises are facing a wide variety of intrusion
threats such as Advanced Persistent Threat (APT). Usu-

ally, these attacks are stealthy and can change their behav-
iors to evade detection. Typically, a malicious attacker can
change his attack behavior constantly to make the intrusion
detection software fail to track his footprints. A worm can
add some irrelevant operations to counter the removal of
antivirus software. These intrusion behavior variants can
inflict severe damage to the computers in the world. For
instance, a new version of Zeus virus infected a large num-
ber of Facebook users in 2013 [1]. In 2017, variants ofWanna-
Cry virus infected 3600 computers per hour [2].

Typical intrusion behavior variant detection methods in
host-based intrusion detection system fall into two categories:
static analysis and dynamic analysis. The former focuses on

static code analysiswithout executing them. The typicalmeth-
ods include binary analysis [3] and mining the frequency of
strings [4]. These methods have a limited detection perfor-
mance in the case of code transformations [5]. The latter con-
centrates on the exploitation and exploring of the global
information or control flow graph [6], [7], [8], [9]. The disad-
vantage lies in the difficulty of analysis and big time overhead
generated in a restricted environment [10].

An invasion process can be characterized by a number of
system call sequences of a certain length [11]. By comparing
the sequences extracted from the intrusion behavior with the
sequences in the rule database, whether the attack has
occurred can be judged. The typical sequence similarity calcu-
lationmethods include the Hamming distance [12], LCS algo-
rithm [13], and GST algorithm [14]. However, these methods
are seriously affected by two factors: sequence order transfor-
mation and sequence length increase,which are very common
when an intrusion process changes its behavior to a variant.
For sequence order transformation, as the sequence to be
detected changes into a different sequence, the traditional sys-
tem-call based intrusion detection methods (e.g., the Ham-
ming distance [12], Hidden Markov Models [15]) may fail to
identify this variation if the rule database does not contain the
corresponding sequence variant. Alternatively, as algorithms
such as LCS depend on the sequence length to compute the
sequence similarity, the detection result will be not accurate if
a sequence variant has added a lot of unrelated items and
makes its length greatly increase.
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To address the above challenges, we designed P-Gauss-
ian, a provenance-based Gaussian (i.e., normal) distribution
scheme to describe and compute the similarity of two
sequences. Provenance represents the history or lineage of
an object, and has been commonly used in applications,
such as experimental documentation, search [16], and secu-
rity [17]. Compared to the system call, provenance can more
accurately and explicitly describe the dependency relation-
ship between intrusion process and the infected files. When
the provenance sequence order transforms, e.g, the behavior
“intrusion process P first reads file A, and then reads file B”
changes into “intrusion process P first reads file B, and then
reads file A”, the dependency relationships are still P ! A
and P ! B. So provenance-based method can still work
when detecting such an intrusion behavior variant. Alterna-
tively, Gaussian distribution has been used in intrusion
detection to filter network traffic data [18] or provide
deployment strategy in wireless sensor networks [19], [20].
As the common length m is a random variable for any two
sequences, m approximately obeys the Gaussian distribu-
tion [21]. Even if one of the sequences is extracted from
intrusion behavior variant that has added a lot of unrelated
items to increase the sequence length, the common lengthm
between two sequences still does not change. The corre-
sponding similarity probability in Gaussian distribution
also does not change. So in this case, unlike the LCS method
that is greatly impacted by the sequence length increase,
Gaussian distribution scheme can still identify the anomaly
sequence in the variants even though the detected sequence
length increases.

In addition, unlike existing approaches that use GPU [22]
or a simple memory database [23] to improve detection
speed, P-Gaussian can improve the parallelism of sequence
similarity comparison in big data environments by employ-
ing multiple Redis instances with multiple threads in multi-
core environments. It also optimizes the intrusion detection
performance by speeding up the provenance query. Typi-
cally, a provenance object can have multiple ancestors or
descendants in a provenance graph. P-Gaussian stores all
these dependency information only in one record by using
one set to store all these ancestors or descendants. The prov-
enance query can be more efficient when reading them from
only one provenance record.

P-Gaussian also enforces forensic analysis by classifying
the hot and cold event data and storing them in memory and
disk respectively. Further, the provenance data for each event
is clustered together in separate physical location to speed up
the query. For the cold provenance that does not contain
intrusion information and seldomly accessed, P-Gaussian
compresses it using the classical compression techniques
such as bzip2 [24] to save the storage space.

We develop a prototype system to collect and optimize the
provenance of normal and intrusion behavior, generate the
provenance rule database to store the frequently accessed
intrusion provenance paths, and then judge whether the
intrusion has happened by employing provenance based
Gaussian distribution scheme to compute the similarity value
between a provenance path and the items in the rule database.
It calculates the sum of similarity values of all the provenance
paths formed in an intrusion based on the weights of these
paths in different lengths. Thus, the intrusion behavior

described as a provenance graph can be detected using the
Gaussian distribution scheme.

P-Gaussian is similar to existing approaches (e.g.,
PIDAS [25], Pagoda [23] and FRAP [26]) that also detect
intrusions in real time using provenance. The difference is
that they are not designed for detecting intrusion behavior
variants, while P-Gaussian can detect the variants using
Gaussian distribution scheme when intrusion behavior
sequence length increases. In addition, P-Gaussian can
improve detection speed by providing value aggregation
and parallel provenance processing by employing multiple
Redis instances with multiple threads. It also speeds up
forensic analysis by classifying hot and cold provenance.

The contributions of this paper are as follows:

� We make a detailed analysis of a variety of sequence
similarity comparison methods in case of sequence
order transformation and sequence length increase.

� We propose P-Gaussian, a provenance-based Gaussian
distribution scheme to describe and accurately identify
the intrusion behavior and its variant, especially when
the intrusion behavior sequence transforms.

� We develop a system prototype that can achieve
high efficient and real-time detection performance
on big provenance streams by exploiting the paral-
lelism of provenance processing using multiple
Redis instances and multi-threading technology in
multi-core environments. It also enforces long-term
forensic analysis by classifying the hot and cold
event data and storing them in memory and disk
respectively.

� We evaluate the scheme and the system prototype on
various real-world normal and vulnerable applica-
tions. The experimental results demonstrate the per-
formance and efficiency of the scheme and system.

� We released the provenance data sets for related
research on provenance based intrusion detection
and forensic analysis.

We propose setting and motivation in Section 2 and ana-
lyze a variety of sequence similarity comparison methods
in case of sequence transform in Section 3.2. We elaborate
the design of provenance-based Gaussian distribution in
Section 4 and its prototype system in Section 5. In Sections 6
and 7, we evaluate the system performance and overhead,
and discuss the implementation issues respectively. We
summarize the related work in Section 8 and conclude the
paper in Section 9.

2 BACKGROUND AND SETTING

We first give an overview of provenance and provenance-
based intrusion detection. Then we describe the threat
model we use in this paper.

2.1 Provenance and Provenance-Based Intrusion
Detection

Provenance records how data come to its current state and
can usually be presented as a directed acyclic graph. The
nodes in the graph can be objects such as files, processes,
sockets or any data sets. Each node can have attributes such
as name, id, version number, and port number. The edges
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reveal the data or control flow between different objects.
The provenance can be collected via a number of prove-
nance systems, including PASS [27], [28], SPADE [29], Story
Book [30], ES3 [31], TREC [32], HiFi [33], Eidetic System [34],
and CamFlow [35]).

The existing provenance-based intrusion detection sys-
tems typically collect the provenance of intruders based on
systems such as PASS, SPADE, and CamFlow. PASS gener-
ates file-level provenance via intercepting system calls.
SPADE further supports distributed provenance capture
on multiple platforms. CamFlow was recently proposed to
support whole-system provenance capture and take the
security into consideration. They can identify intrusions by
exploring the anomaly degree of a single provenance path
(i.e., PIDAS [25]), the whole provenance graph (i.e.,
FRAP [26]), or the combination of a single path with the
whole graph (i.e., Pagoda [23]). These methods are similar-
ity-based detection methods and are easily impacted when
the length of the provenance sequence (i.e., path) changes.
For PIDAS, it detects intrusions by computing the anomaly
degree of a provenance path. Assume the rule database
stores the frequently occurring intrusion behavior sequen-
ces, a provenance path generated by an intrusion behavior
has been judged as an anomaly. In its intrusion behavior
variant, an unrelated edge that does not appear in the rule
database is added to this path and the anomaly degree of
the provenance path decreases to not exceed the threshold.
Thus the intrusion behavior variant will not be identified.
For Pagoda, though it judges intrusions by considering
both the specific provenance path and the provenance
graph, the anomaly degree of the provenance graph will
be decreased to below the threshold when a number of
normal edges are added to the provenance paths. Espe-
cially the clever adversary can make use of this to evade
the detection. For FRAP, it transforms each normal prove-
nance graph into a vector by relabeling each provenance
nodes during multiple times of iterative process. Then it
clusters the similar vectors using k-means clustering
method and identifies the isolated vectors that represent
anomalous provenance graphs. However, the variant can
incorporate a lot of normal edges into its provenance
graph, making it similar to the normal provenance graphs.
For modern attacks, variants with the transformation of
sequences have become prevalent. It is challenging to iden-
tify the variants quickly.

In Pagoda [23], a persistent memory database has been
used to store provenance and aggregates multiple similar
items into one provenance record to maximumly reduce
unnecessary I/O during the detection analysis. With the
multi-core environment, we would like to enable the multi-
threaded access to the memory database to fully exploit the
hardware to further improve the detection performance. In
addition, current provenance systems [36], [37] usually
adopt the provenance compression technology to improve
the forensic analysis efficiency. In big data environments
where provenance increases significantly, it is necessary to
manage provenance in a more efficient way. For instance,
APT attacks can lurk in enterprises for at least half a year.
During this period, the administrator can make multiple
times of forensic analysis or system constructions. Thus
some provenance data (e.g., some common header files or

shared library files) can be accessed frequently. Meanwhile,
some provenance data may have been never accessed. It is
necessary to classify hot and cold provenance to further
improve the forensic analysis efficiency.

2.2 Threat Model and Assumptions

The primary threat we guard against in this paper is the
intrusion behavior or its variant via exploiting the appli-
cation or process code vulnerabilities. The typical intru-
sion behavior can include reading or tampering with the
data in the system, or downloading any malware to the
system. The variant can add redundant operations,
reverse operations, have packers or be encrypted. The
provenance system can intercept system calls during this
process, generate provenance and identify the anomaly
in provenance.

The provenance system cannot track the intrusions that
do not go through the syscall interface. Typically, the mali-
cious code attack that causes a memory leak or system cor-
ruption cannot be recorded. For instance, exploration of
OpenSSL heartbleed vulnerability (CVE-2014-0160) cannot
be detected by this approach as the data leak from memory
does not produce system call and generate provenance. In
addition, the malicious code self-producing is currently not
tracked in this scheme.

As provenance collection process is in the kernel, we
assume that the trusted computing platform [38], [39] is
employed to protect the kernel from attack. There is also a
possibility that the provenance store is removed or tam-
pered with by the intruders. We can also employ sophisti-
cated security scheme [40] to prevent the provenance from
unauthorized and undetected modification.

3 ANALYSIS OF INTRUSION BEHAVIOR SEQUENCE

TRANSFORMATION

The typical intrusion behavior sequence transformation
includes two aspects: sequence order transformation and
sequence length increase. We analyze a variety of
sequence similarity comparison methods in terms of
these two aspects.

3.1 Sequence Order Transformation

The sequence order transformation in intrusion behavior
variant has a great impact on the system call based intrusion
detection method, but has no effect on provenance-based
intrusion detection method. Because when the syscall
sequence order changes, the sequence becomes a new one,
this increases the difficulty of detection. However, it is
almost unaffected when the provenance information is uti-
lized in intrusion detection.

For instance, a virus process P first reads files A and B,
and then writes file C. The provenance graph and system
call sequence are shown in Fig. 1a. After the order of intru-
sion behavior changes to first writing file C and then read-
ing files A and B, the provenance graph does not change,
but the system call sequence becomes different as shown in
Fig. 1b. This indicates that the expression of provenance
graph is not affected by the intrusion behavior sequence
order transformation.
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3.2 Sequence Length Increase

As the intrusion behavior detection accuracy is determined
by how we judge the similarity between a variant sequence
being detected and a sequence in the rule database.
Assume the length of the sequence in rule database is n,
the length of the variant sequence increases to m, the com-
mon length between these two sequences is L, and the sim-
ilarity value between them is P . We investigate a series of
characteristics that a proper sequence similarity method
should satisfy as follows.

� P should not be impacted much by them.
� P is 0 when L equals 0 and P is 1 when L equals n.
� P is not independent for different L.
The first characteristic is a must to detect the variant

whose length increases a lot. This excludes the methods that
need the length of the variant as input when computing the
similarity. Typically, the traditional sequence similarity
detection methods (e.g., LCS algorithm) find the longest
common subsequence of two sequences and then calculate
the similar extent of two sequences as follows.

Let two sequences be S and Q: S = {S1, S2, . . ., Smg, Q =
{Q1, Q2, . . ., Qng. The longest common subsequence of S
and Q is: R ¼ fðSi;QjÞjSi ¼ Qjg, Si 2 S ð1 � i � mÞ, Qj 2 Q
ð1 � j � nÞ. Then the S and Q similarity calculation formula
is defined as

P ðS;QÞ ¼ 2� jRj
jSj þ jQj ; (1)

The maximum value of P ðS;QÞ is 1, and can be achieved
just when two sequences are completely the same; its mini-
mum value is 0, which is achieved only when the intersec-
tion of sequence S and Q is empty.

However, this approach requires that the length differ-
ence between the two sequences cannot be too large. Other-
wise, the similarity will not be good. For instance, if the
length of an intrusion behavior sequence is 3, and the length
of another intrusion behavior sequence variant is 10, even if
the variant has three same items as the former, the similarity
ratio is only 3=ð3þ 10Þ ¼ 23:1%. So in this case, the sequence
variant will probably not be detected as abnormal.

As for the second characteristic, we observe two phe-
nomena as follows in the intrusion detection process:

1) Even if the sequence to be detected is normal, it will
have at least one common item as the sequences in
the rule database.

2) Even if the sequence to be detected is extracted from
intrusion behavior, the sequence will not exactly
match the sequence in the rule database. This is

because the intrusion behavior is not static, and there
are always a variety of variants. For instance, a mali-
cious attacker can adapt its behavior to evade the
detection. A worm or virus can also transform to a
variant by adding some unrelated behaviors or
reverse its original intrusion steps.

Assume the number of ordinary items that appear in the
sequences of a rule database is 30, and the length of the
sequence is 10. The possible number of sequence S is A10

30.
The possible number of sequence Q that has no common
item with P is A10

20. The possible number of combinations of
any two sequences is A10

30 �A10
30. Then the probability of two

sequences that have no common item is

P0 ¼ A10
20 �A10

30

A10
30 �A10

30

¼ A10
20

A10
30

¼ 0:0061:

Theprobability of two sequences that are completely the same is

P10 ¼ A10
30

A10
30 �A10

30

¼ 1

A10
30

� 0:

It can be observed that, the probabilities of two sequences
that exactly match or do not match at all are both very small.
Especially, the probability that two sequences are
completely the same is close to 0. That means, if a sequence
is a random sequence, it is almost impossible to completely
match the sequences in the rule database. If a sequence to
be detected has been transformed, this will further increase
the difficulty of matching.

The third characteristic indicates that the similarity values
at different common length have inherent relationships. Spe-
cifically, when L ranges from 0 to n, according to the second
characteristic, the probabilities that L equals 0 and n are both
very small. Thus there must be a biggest probability when L
equalsm (0 � m � n). Then the probability increases when L
increases from 0 tom and decreases when L increases fromm
to n. This coincideswell with theGaussian distribution.

4 PROVENANCE-BASED GAUSSIAN DISTRIBUTION

This section elaborates P-Gaussian, a provenance-based
Gaussian distribution scheme that eliminates the sequence
length or order change on the detection accuracy. It contains
two steps. First, it uses Gaussian Distribution to calculate
the similarity between each provenance path and the
sequences in the rule database. Then it judges whether a
provenance graph is generated based on the intrusion
behavior (or its variant) by calculating the sum of similarity
values of all the provenance paths based on their weights in
different lengths.

Fig. 1. Provenance graph and system call sequence during sequence transformation. Before the sequence transformation, the virus process P first
reads files A and B, and then writes file C. After the sequence transformation, the virus process P first writes file C, and then reads files A and B.
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4.1 Gaussian Distribution Based Sequence
Similarity Detection

Suppose there are two sequences: S and Q. S is the sequence
in the rule database and its length is L. Q is the sequence to
be detected. Assume that the common length m of these
two sequences approximately obeys Nðm, s2Þ normal distri-
bution, of which m is mean, and s2 is variance, as shown in
Fig. 2. As mentioned in Section 3.2, we define the similarity
as the shadow area between the Gaussian distribution curve
and the x-axis, and then the similarity of these two sequen-
ces can be calculated as follows:

F ðmÞ ¼ Pr pðx < mÞ
¼

Z m

0

fðxÞ

¼
Z m

0

ð1=ð
ffiffiffiffiffiffi
2p

p
� sÞÞe�ðx�mÞ2=ð2�s2Þ:

(2)

In Equation (2), F ðmÞ represents the probability when x is
smaller thanm, and fðxÞ is a probability density function of a
normal distribution. When m ¼ 0, the similarity of two
sequences is almost 0; when m becomes bigger, the shadow
area becomes bigger, and the similarity value also becomes
bigger; when m equals L, the shadow almost covers the area
between the curve and x-axis, i.e., the similarity value approx-
imately equals 1.

This probability usually needs to be converted to the stan-
dard normal distribution for easier computation. We illustrate
it through the same example in Section 3.2. In this case, the
original length of the sequence is L ¼ 3, and the common
length between the variant sequence and the original sequence
ism ¼ 3, and thenwe calculate the similarity value as follows:

1) Computing m and s. As shown in Fig. 2,
m ¼ L=2 ¼ 1:5, L ¼ ðmþ 3sÞ � ðm� 3sÞ ¼ 6s, thus
s ¼ L=6 ¼ 0:5.

2) Converting Gaussian distribution to standard nor-
mal distribution. Let Z ¼ ðx� mÞ=s � Nð0; 1Þ, then
when x ¼ 3, Z ¼ ð3� 1:5Þ=0:5 ¼ 3; when x ¼ 0,
Z ¼ ð0� 1:5Þ=0:5 ¼ �3.

3) Computing F ð3Þ as follows:

F ð3Þ ¼
Z 3

0

fðxÞ ¼
Z 3

�3

fðZÞ ¼
Z 3

�3

1=
ffiffiffiffiffiffi
2p

p
e�Z2=2 ¼ 0:9974:

This similarity value is much larger than that of LCS.
Unlike LCS that is greatly impacted by the sequence length

increase, P-Gaussian is only related to the number of com-
mon items (i.e., common length) between different sequen-
ces, but has nothing to do with the length of the original
sequence to be detected. So this method can cope with the
intrusion behavior sequence variant with length increase
very easily.

4.2 Provenance Graph Similarity Calculation

For a provenance graph that is generated during an intru-
sion, P-Gaussian assigns each provenance path (i.e., a prov-
enance sequence) a weight value W according to the length
of the path. Let the lengths of the paths in a provenance
graph be len1; len2; . . . ; lenn, the corresponding Wi ð1 � i �
nÞ is calculated as: Wi ¼ leniPn

j¼1
lenj

. P-Gaussian computes the

similarity of each path by selecting the maximum similarity
value between this provenance path and the sequences
in the rule database. Then it multiplies the similarity
value of each provenance path by its weight value. At
last, P-Gaussian calculates the sum of all the similarity
value and compare it to a predefined threshold value T .
Assume the similarity values between these provenance
paths and the sequences in the rule database are S1; S2;
. . . ; Sn, then it computes the total provenance graph simi-
larity P as follows:

P ¼ S1 �W1 þ S2 �W2 þ . . .þ Sn �Wn: (3)

If P > T , then it judges that the intrusion has occurred.

4.3 Detection in Adversarial Settings

A common assumption in adversarial settings is that the
adversary is aware of the detection method used. Suppose
the adversary is aware of the provenance graph and wants
to construct a new variant. A logical approach here is to
apply the analysis presented in 4.1 and determine the max-
imum common sequence length that would allow him to
pass the test in formula (3) and subsequent threshold
judgement.

To distinguish the disguise of adversary, one possible
method is to use adaptive threshold adjustment. When the
variant evades detection by lowering the common length,
we can lower the threshold to detect the variant accord-
ingly. But at the same time, in order to avoid false alarms
caused by lowering the threshold, we further calculate the
similarity between the provenance graph of the variant and
the provenance graphs stored in the original rule database
through transforming all the provenance graphs into vec-
tors using methods such as FRAP [26] and CamQuery [41].
Only the vector of the provenance graph that is very similar
to the rule database is identified as anomalous and thus it is
correctly regarded as a variant. In another case, a long com-
mon sequence in the variant is likely to have been decom-
posed into two or more short sequences in order to evade
the detection. One possible solution is to mark these small
sequences and merge them into one long sequence in the
detection process. The merge process is mainly based on
two aspects. First, the generation time of these short sequen-
ces is the same. Second, as these short sequences originally
belong to one long sequence, there exist very strong inher-
ent logical dependency relationships within and between

Fig. 2. Gaussian distribution for similar sequence detection.
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these sequences. So the variant can be identified correctly
via reconstructing the common long sequence accurately.

5 SYSTEM DESIGN AND IMPLEMENTATION

The prototype system for P-Gaussian is shown in Fig. 3. It
first intercepts system call information and generate prove-
nance records which can be pruned to store in a memory
database. We propose a series of optimization methods
such as multi-thread and value aggregation to speedup the
access to the memory database. We build rule database in
memory database by extracting all the unrepeated prove-
nance sequences from provenance records. Then the intru-
sion detection process can be performed using the similarity
detection algorithm described above. We can also make
forensic analysis to find the system vulnerability and intru-
sion sources by initiating backward and forward queries.
Further, the forensic analysis can be optimized by classify-
ing hot and cold provenance and storing them in memory
database and disk respectively when the provenance size is
large. We describe the details in the following subsections.

5.1 Provenance Collection and Optimization

We collect provenance using the existing PASSv2 [28]
framework. Alternative provenance tracking systems can
also be HiFi [33], SPADE [29], Story Book [30], and Cam-
Flow [35]. These systems all intercept system call events,
generate dependency relationships between files, pro-
cesses, sockets, and pipes, and convert them to provenance
records. We further optimize the provenance information
by removing the loop and repetitive records and filtering
unrelated files, and then write them to log files. Then,
provenance log can be batch-loaded to the database for
highly efficient query.

The dependency relationships in provenance mainly
include: (1) a process is depended on or depends on another
process via commands such as invoke; (2) the relationships
between files and processes via read or write command; (3)
the SEND and RECEIVE system calls that build the relation-
ships between processes and network sockets.

A provenance graph that describes intrusion process is
generally too large and inconvenient to analyze for system
administrators. In fact, many nodes and edges for intrusion
analysis are not indispensable. For instance, some tempo-
rary file nodes can be omitted because they do not store

persistent information. In addition, we also filter some files
that are only read but not written (e.g., libraries files or
header files) in data provenance information. These files are
mainly shared object files and some configuration files. As
they do not contain sensitive information (e.g., user data),
they are not likely to be the target for the intruder.

In addition, as the pipe has no NAME attribute in prove-
nance information, when we search for paths using NAME
as keyword, the path will crack if a pipe is in the path. As
each cracked path can be parts of the entire attack, it cannot
completely characterize the whole attack behavior. We
reconnect the path by adding a NAME attribute for pipe.
For example, we can reconnect the path “A ! B ! C !
pipe”, and path “pipe ! D ! E ! F” to a new path
“A ! B ! C ! pipe ! D ! E ! F”. In this way, we
reconnect the cracked dependence caused by pipes so that
the similarity calculation will be more accurate.

We use a series of memory databases such as Redis to
store optimized provenance as shown in Table 1. For
instance, ProvDB stores all data provenance information.
NameDB stores the mapping of object name to its pnode
number to speed up the query. Each pnode number
uniquely identifies an object. ChildDB and ParentDB store
the dependencies between objects and their child nodes or
parent nodes. They can be used in path queries via comput-
ing transitive closures. RuleDB contains all the frequently
occurring dependency relationships that probably reveal
the information flow of program behavior. We will elabo-
rate its generation process in the following subsection.

To further optimize the provenance storage and queries,
the provenance records with the same key and different val-
ues are combined into one provenance record by clustering
these values into one set. Typically, a provenance object can
have multiple ancestors or descendants. The provenance

Fig. 3. The prototype system for P-Gaussian.

TABLE 1
Provenance Database

Database Key Values

IdentityDB pnode No. attribute information
NameDB file name pnode No.
ParentDB child name parent name
ChildDB parent name child name
RuleDB child name parent name
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query can be more efficient when reading them from only
one provenance record.

5.2 Intrusion Detection

Training Phase. As generating RuleDB can be offline, we use
a training set to profile the program behavior by looking for
the critical provenance proof. To achieve the completeness
of the training set, we have run each program multiple
times and stop only the RuleDB is stable. As the behavior of
a program can be represented as a provenance graph, we
extract the dependency relationships (i.e., provenance
edges) from the graph. To guarantee the accuracy of the
training set, we only select the relationships that occur
above a number of times. We use the dependency relation-
ships as the element of RuleDB as they represent the basic
information flow that reveal the intrusion behavior. A
sequence in the RuleDB is defined as a provenance path
that consists of a series of consecutive dependency relation-
ships. Further, we remove the redundance in the RuleDB to
make it concise and efficient. Typically, P-Gaussian uses an
absolute path to describe the name of a file to help locate the
damaged files exactly. When an intrusion process access a
directory that includes a lot of files, there exist a series of
dependency relationships between these files and the pro-
cess. As these files are in a common directory, the prefixes
in their file names are redundance and can be encoded
using an integer.

Detection Phase. For each provenance path in an input
provenance graph, the intrusion detection algorithm finds
the provenance path in the rule database that has the maxi-
mum common length with it, then computes the similarity
value using provenance-based Gaussian distribution
scheme. As the intrusion behavior is described as a prove-
nance graph, the similarity value between the provenance
graph and the rule database is computed based on the simi-
larity value of all the provenance paths and the weight (i.e.,
path length) for these provenance paths. When the similar-
ity value exceeds a threshold T , the intrusion is judged to
have happened.

Specifically, we first search in the ParentDB to find all
the head nodes as shown in Algorithm 1. A head node has a
lot of children or grandsons, but has no father. Then, in
Algorithm 2, we search for all the provenance paths using
the head nodes as start points. For each node in the prove-
nance path, we find the sequences in the ruleDB that start
from it and then compute the common length between the
sequences and the provenance path. The Algorithm 2 first
finds the maximum common length between each path in
the input provenance graph and the sequences in the
ruleDB, and then compute the similarity value using the
Gaussian distribution scheme. Then it stores the length of

the path and the similarity value into a path list as shown in
Fig. 4. The similarity of the whole provenance graph is com-
puted by traversing the list and calculating the average
weight. An alarm will be sounded if the similarity of the
whole provenance graph exceeds a predefined threshold.

Algorithm 1. Search for ProvenanceHeadNodes. Function:
FindHead(cname)

Input: ParentDB
Output: list_head /// A list that stores all the head nodes
1: ret ¼ ParentDB ! getðcname; pnameÞ
2: if ret=DB_NOTFOUND then
3: add cname to list_head
4: return
5: while ret!=DB_NOTFOUND do
6: FindHead(pname)
7: ret=ParentDB! get(cname,pname,DB_NEXT_DUP)

Algorithm 2. P-Gaussian: Provenance Based Gaussian
Distribution

Input: list_head
Output: alarm
1: for each head node p in list_head do
2: for each path q that starts from p do
3: for each node j in path q do
4: Find each path that starts from j in RuleDB, record

the common length between this path and q
5: endfor
6: Select the largest common length m
7: compute the similarity value F(m) between path q and

the sequences in the RuleDB;
8: add the length (i.e., L) of path q and F(m) into list_path;
9: endfor
10: endfor
11: for each hL;F ðmÞi in list_path do
12: total_ len=total_ len+L;
13: similarity_ graph = similarity_ graph + L � F ðmÞ;
14: endfor
15: similarity_ graph = similarity_ graph/total_ len;
16: if similarity_ graph > threshold then
17: call alarm;
18: return;
19: endif

Detection with Multiple Redis Instances and Multiple
Threads. The intrusion detection process can be very efficient
in Redis memory database. Originally, Redis uses a single-
threaded IO multiplexing model to enable efficient memory
database access. This is probably insufficient in big data
environments where massive provenance needs to be proc-
essed in real time. Typically, detecting and analyzing APT
attack usually involves processing and digging multiple
suspicious provenance workflows from a big provenance
volume generated over a long time [42]. It is a big challenge
to do this in real time. We have taken two measures to speed
up the system. First, as current prevalent machines support
multicore, we have adopted multiple Redis instances to pro-
cess the intrusion provenance data. Each Redis instance is
represented by a host port and is responsible for processing
a part of the data. Second, we employ a multi-threaded

Fig. 4. Provenance path list.
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program to process a large number of provenance streams
in multi-core cases. Each thread is bound to a Redis instance
port. Specifically, in the detection process of P-Gaussian,
each path in the input provenance graph needs to be com-
pared against the sequences in the RuleDB. The combina-
tion method of multiple Redis instance with multi-thread
has significantly speeded up this process by maximumly
exploiting the parallelism between the multi-cores.

5.3 Forensic Analysis

The detection method also enforces forensic analysis by pro-
viding a detection point (typically a suspicious file or process)
in an abnormal provenance path when the similarity of the
path exceeds a predefined threshold. The forensic analysis
typically includes two aspects: backward search and forward
search. Backward search aims to find the intrusion source or
system vulnerabilities. It usually uses a detection point as a
starting point to do path queries in the index databases
(ParentDB or ChildDB). The purpose of the forward search is
to find all the tampered or leaked files using the intrusion
source that we have found. Even in the case that the intrusion
behavior variant occurs, the forensic analysis can still help the
system administrators to take measures to further enforce the
system security (e.g., repairing the software bug).

Forensic Analysis with Hot/cold Data Separation. As Redis
takes up significant memory source, it cannot exceed the
physical memory. When provenance size exceeds the Redis
capacity, part of the provenance has to be loaded to disks.
P-Gaussian classifies hot and cold provenance to improve
forensic analysis efficiency. First, it starts a daemon pro-
gram to record the frequently accessed provenance data
and store them in memory to reduce disk IO. Typical fre-
quently accessed data includes common used files such as
library files and header files that are commonly used in dif-
ferent program executions. Besides, an administrator can
first query provenance graphs to identify how intrusion has
happened. Then she may recover the damaged files by que-
rying the same provenance graphs again. Caching the hot
provenance can speed up the forensic analysis. Second, the
cold provenance data for each event is stored together in
physical disks to accelerate the query. If the cold prove-
nance has not been accessed for a very long time, it can be
further compressed using the classical compression techni-
ques such as bzip2 to save the storage space.

Note that we do not use the Virtual Memory (VM)
scheme in Redis for the following reasons. First, the VM has
been abandoned after version 2.4 due to its inefficiency. Sec-
ond, the default VM does not swap keys to disks even a
hkey; valuei has not been accessed for a long time. In our
design, key and value have comparable storage space. Stor-
ing the cold keys in Redis in big data environments is not a
good solution. Third, the data size for swapping in default
VM is a page of 4 KB. Even there is only a few bytes are hot,
all the 4 KB data have to be loaded into memory. This is a
big waste of space and not efficient to process data in a fine-
grained mode.

6 EVALUATION

We first describe the experimental setup including the appli-
cation and workload, and then we evaluate the P-Gaussian

scheme and system with respect to the performance and
overhead.

6.1 Experimental Setup

The experiments are performed on a virtual machine on a host
with four Intel(R) Core(TM) i7-6700 CPU @3.40 GHz with
32 GB RAM. The virtual machine has four processors, 16 GB
RAM, and runs Ubuntu 16.04.1. The version of Redis is 3.0.3.
The experiments use seventeen application traces from three
provenance systems or tools (i.e., PASS, SPADE and audit
respectively). The PASS traces include seven normal applica-
tions [44] and seven vulnerable applications as shown in
Table 2. The datasets are available online (http://yulaixie.cn/
). The DARPA APT trace includes a wide variety of normal
user behavior in APT test and is publicly available [43]. This
trace originally consists of a set of files which are the output
from a particular Technical Area performer. As each of these
files is very big and some of these files contain invalid data, we
choose a representative trace file (ta1-trace-e3-official-1.json)
that contains valid and useful data. Further, we extract the
dependency relationships from the file and map the nodes in
each relationship into integer numbers. Then we use K-means
algorithm to cluster these relationships into different events.
Each event contains not more than 1,000 relationships to avoid
too long detection time. We select a part of the events as the
training set and the rest as test set to make the false alarm rate
as low as possible. In general, these four kinds of application
traces represent different workload types which include bio-
logical workload, filesystem workload, system compiling
workload, and application server workload. They vary in dif-
ferent size and have different number of provenance traces
for the training set and test set. For instance, the size of blast-
lite is only 95KB,while the size ofNetBSD can be 6 GB.

The normal applications are mainly used to demonstrate
whether the intrusion detection system has a low false
alarm rate. The data sets for vulnerable applications inc-
lude both normal and intrusion traces. The first four vulner-
able applications [25] in PASS traces are commonly used
server workloads that have a vulnerability in their low soft-
ware versions. Phishing email [37] simulates the typical
APT attack by cheating users to click a malicious email link.
ImageTragick and Ransomware [45] are typically occurred
attack types that have multiple variants in their executions.
Tomcat, WordPress and Webmin are server applications
that have recently been exploited.

For applications that are vulnerable to remote attacks, we
simulate an attacker to initiate an exploit via the Metasploit
Framework from a remote machine. After attaining the root
shell, the attacker can perform any operations she want. Typi-
cal operations include files download, read, write, deletion,
etc. These operations generate syscalls that are intercepted by
the PASS, SPADE or CamFlow collection components and
then converted to the provenance information. For applica-
tions that are vulnerable to local attacks, the intruders directly
execute attack programs on the local machine, and then per-
form illegal activities which are captured by the provenance
collection components.

To achieve the completeness of the training set, the train-
ing set has covered different application behavior. For
instance, the training set for vsftp includes files upload,
download, read, write, and deletion. We have also tried
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different number of training traces to test the false alarm
rate. The training is stopped only when the false alarm rate
is as low as possible. For the DARPA APT trace, we also put
provenance dependency relationships and their duplicates

in training set and test set respectively in order to achieve a
low false alarm rate. Table 2 also shows the number of
nodes and dependency relationships in the training set. The
intrusion traces in the test set include two types. One is the

TABLE 2
Basic Descriptions for a Variety of Normal and Vulnerable Applications Used in Intrusion Detections
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real attack exploits and payloads. The other is the trans-
formed attacks. These operations include two aspects: (1)
reverse the order of operations; (2) add redundant opera-
tions to the original intrusion path.

6.2 Similarity Value

The similarity value indicates whether an intrusion has
happened by comparing the sequences between the training
set and test set. We first measure the similarity value for all
the PASS normal applications for P-Gaussian and LCS [13]
as shown in Fig. 5. A large similarity value will be more
likely to avoid false alarms. The similarity values are large
(0.799–0.986) for blast-lite, postmark and cp-lite since these
applications use the same single trace for both training set
and test set. The similarity values for chall3 are also large
(0.9 for LCS and 0.986 for P-Gaussian) because its test trace
is generated using the completely same process and argu-
ments as the training process. The difference just lies in that
the process in the test trace does not execute successfully
and can be viewed as a variant of the training trace. How-
ever, P-Gaussian outperforms LCS by 5.92–12.3 percent on
all these traces, indicating that it exploits more common
sequences between the trace and itself or its variant. The
similarity values for patch-apr17, elaine-oct25 and NetBSD
are comparatively small since they compile different files
between training traces and test traces. However, similarly,
P-Gaussian still achieves comparable or better performance
on these data sets.

6.3 False Alarm Rate and Detection Rate

To further evaluate the effectiveness of P-Gaussian, we
compare it with FRAP [26], Pagoda [23], PIDAS [25], and
LCS [13] on ten applications from three collection systems
as shown in Table 2. The first three methods are all prove-
nance based intrusion detection methods developed in
recent years. For fairness, LCS also uses the provenance
graph based similarity calculation method after computing
the sequence similarity for each path. For P-Gaussian and
LCS, the threshold T is set to judge whether the prove-
nance graph of user behavior is similar to the intrusion
behavior profile in the rule database. For PIDAS, the
threshold T is set to judge whether a certain length of
provenance path is suspicious enough to be generated by
intrusion behavior. The length is three as it is the recom-
mended result [25]. For Pagoda, it judges intrusion by con-
sidering both the anomaly degree of a single path and the
whole provenance graph. The alarm is sounded when
either of the anomaly degree exceeds the predefined
threshold. For FRAP, it computes the feature vector of the
provenance records in a sliding window and identifies
the intrusion instance outside of the existing clusters using
the K-means clustering algorithm. The detection rate shows
the percentage of intrusion behaviors that are correctly clas-
sified. The false alarm rate reveals the percentage of normal
behaviors that are reported as intrusions.

1) PASS trace. We evaluate the detection performance by
plotting the average and median results of all the intrusion
data sets using ROC curve as shown in Fig. 6. Each point in
the figure shows the performance of a method at a certain
threshold. The best results are achieved by the points in the
top-left corner. FRAP has only one point in the figure as it
does not define multiple thresholds but judges whether an
intrusion instance is located in the existing clusters in the
rule database. As P-Gaussian is significantly impacted by
the similarity between an input provenance graph and the
rule database, Fig. 6 mainly shows the points with a proper
similarity value that may be practical useful.

P-Gaussian performs the best in total. Specifically, it has
a lower false alarm rate and a higher detection rate in the
median case. This indicates that the average performance
has been impacted by the worst numbers and the majority
of the cases show a very good performance in practical.

Fig. 5. Similarity value for all normal applications. The similarity values
for elaine-oct25 and NetBSD are the average values across all the
elaine-oct25 or NetBSD traces.

Fig. 6. Composite result for all the intrusion methods on all provenance intrusion data sets in PASS traces. The point located in the upper left corner
has a higher detection rate and a lower false alarm rate, and thus shows a better performance. P-Gaussian performs the best in all the intrusion
detection algorithms.
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LCS has a vast distribution in both detection rate and false
alarm rate. It does not perform well in some cases since it
has lower detection accuracy than P-Gaussian on identify-
ing the intrusion behavior variants with the sequence
length increase.

Both PIDAS and Pagoda have a worse performance than
P-Gaussian. For PIDAS, the increase in sequence length in
the variants makes some of the provenance paths not suspi-
cious any more, resulting in a decrease in detection rate.
Yet, PIDAS uses only one provenance path but not a whole
provenance graph to judge the program behavior, thus the
false alarm rate is higher than P-Gaussian. Though Pagoda
identifies intrusion by considering both single provenance
path and the whole provenance graph, it cannot detect the
variants with the sequence length increase. For FRAP, it
does not achieve good performance on false alarm rate. The
typical reason is that it only uses a part of provenance
records (i.e., provenance in a sliding window) that cannot
represent the whole provenance graph feature.

We further investigate the performance results of indi-
vidual datasets as shown in Table 3. P-Gaussian achieves
the best tradeoff between detection rate and false alarm rate
in most of the applications. The average false alarm rates of
P-Gaussian for phishing email, ImageTragick and Ransom-
ware are a little high. This is because the normal sequence
may have some common items with the anomaly sequence
in the rule database. When the threshold is small, the prove-
nance graph that contains a large number of such normal
sequences may easily be judged as anomalous. The average

detection rates of P-Gaussian for distcc and ImageTragick
are not high. The main reason is that the intruders have per-
formed a large number of normal behaviors to interfere the
detection. This makes the anomaly degrees of both the prov-
enance path and the whole provenance graph are low. Thus
the provenance graph that describes the intrusion behavior
will have a low similarity value to the rule database. Thus it
cannot be accurately identified when the threshold is large.

2) SPADE trace. Fig. 7 shows ROC curves of two SPADE
application traces for different intrusion detection methods.
P-Gaussian performs the best in the most of the case. FRAP
has a low detection rate as it only considers part of the event
graph as detection object. Pagoda has a vast distribution in
the false alarm rate, especially the false alarm rate is very
big when the graph threshold is small. Similarly, P-Gauss-
ian achieves a low detection rate when the threshold is
small, which makes two provenance sequences more easily
be judged as similar. This indicates that we can choose a
proper threshold to achieve the best result.

3) CamFlow trace. Fig. 8 shows ROC curves of two cam-
flow application traces for different intrusion detection
methods. P-Gaussian also performs the best in the most of
the case. FRAP performs not good as it only considers part
of the provenance graph in a sliding window as detection
object. Pagoda has a high false alarm rate, even when the
graph threshold is small. Similar to SPADE trace, P-Gauss-
ian achieves a low detection rate when the threshold is
small. We can choose a proper threshold to achieve the
best result.

TABLE 3
Breakdown of PASS Vulnerable Traces for Different Detection Methods

Application Average false alarm rate Average detection rate

P-Gaussian FRAP Pagoda LCS PIDAS P-Gaussian FRAP Pagoda LCS PIDAS

vsftp 0.061 0.1 0.99 0.056 0.055 0.85 0.99 0.664 0.645 0.393
samba 0.097 0.98 0.506 0.084 0.062 0.89 1 0.664 0.718 0.646
distcc 0.097 0.006 0.132 0.122 0.062 0.746 0 0.664 0.561 0.433
proftp 0.18 0.52 0.57 0.18 0.53 0.95 0.91 1 0.90 1
phishing email 0.34 0.974 0.222 0.293 0.909 0.80 0.97 0.603 0.737 0.5
ImageTragick 0.306 0.55 0.322 0.356 0.533 0.647 1 0.922 0.624 0.907
Ransomware Attack 0.345 0.784 0.249 0.369 0.225 0.953 0.98 0.993 0.933 0.94

Fig. 7. ROC curves of different SPADE application traces for different intrusion detection methods. The point located in the upper left corner has a
higher detection rate and a lower false alarm rate, and thus shows a better performance.
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4) DARPA APT trace. As we put provenance information
and its duplicates in training set and test set respectively,
the provenance path in the test set can be also found in the
rule database. Thus the false alarm rates of P-Gaussian and
Pagoda that depend on path comparison are both 0. The
false alarm rate of FRAP is 165/268 when the iteration times
of generating a feature vector from the provenance graph is
four. This false alarm rate can only be decreased to 114/268
when the iteration times is 20 and is hard to be decreased
any more. The main reason is that the original training set
can form a number of clusters, each of which contains a
bunch of similar vectors. Each test instance can also gener-
ate a set of vectors that form a cluster. However, the Euler
distance between the cluster for test instance and the clus-
ters in the rule database can be beyond the radius of the
clusters in the rule database. In this case, the test instance
can be wrongly regarded as an anomaly.

6.4 Parameters and Threshold Chosen

For the similarity function F ðmÞ (i.e., Equation (2)), we
convert it to normal Gaussian distribution, thus m ¼ 0,
s ¼ 1. We also investigate how the threshold impacts
the experimental results as shown in Fig. 9. The average
detection rate and false alarm rate both decrease with the
increase of the threshold. This is because it is more diffi-
cult and strict to identify an intrusion when the threshold

for similarity calculation has increased. Comprehensively,
P-Gaussian gets the best result when the threshold is 0.5
by considering the tradeoff between both detection rate
and false alarm rate.

We further see the performance results as shown inTable 4.
We think the result is good when the detection rate is above
0.9 and false alarm rate is notmore than 0.1. Most of the appli-
cations achieve the best result when threshold is still 0.5.
Distcc achieves the best result when the threshold is 0.2. This
is because distcc has generated different operations in the nor-
mal behavior, resulting a low similarity to the rule database.
Thus the false alarm rate is low even when the threshold is
small. Comparatively, samba achieves the best result when
the threshold is 0.7. This is mainly due to a large number of
sequences that are similar to the sequences in the rule data-
base generated in the intrusion behavior, resulting in a high
detection rate evenwhen the threshold is large.

6.5 Detection Time and Throughput

Fig. 10 shows the detection time and throughput of P-Gaussian
in the case of multiple threads and multiple instances for ran-
somware. Each number was got by running the test six times
and computing the average number. Overall, P-Gaussian has
got a better performance with the increase of multiple
threads and multiple instances. However, the detection
performance does not increase by double as the number of
threads double. This is because the whole detection pro-
cess has been divided into three parts: looking for head
nodes, computing the similarity value between the paths
that start from the head nodes and the paths in the rule
database, and computing the similarity value of the whole
provenance graph. Only the paths comparison using
Gaussian distribution has been speeded up using multiple
threads or instances. We have also tried to parallelize the
processes of both looking for head nodes and provenance
graph similarity calculation. However, we have to use
locks to avoid resource contention which may decrease the
performance. We also see that the multiple instances do
not bring significant performance improvement in the case
of the same multiple threads. A possible reason is that
multiple instances have to be synchronized. Typically, the
similarity calculation of provenance graph needs all the

Fig. 8. ROC curves of different camflow application traces for different intrusion detection methods. The point located in the upper left corner has a
higher detection rate and a lower false alarm rate, and thus shows a better performance.

Fig. 9. Average detection rate and false alarm rate on all the PASS
vulnerable applications with different thresholds.
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subtotal results of paths on the individual instance. In
general, the throughput is not very high because of the
frequent sequence similarity comparison. This can be fur-
ther improved through adopting the specialized hardware
such as GPU.

6.6 Query Time

We mainly make forensic analysis via initiating the follow-
ing three kinds of queries:

Q.1) Given a detection point such as a damaged file, find
all the ancestors on which it directly depends.

Q.2) Given a detection point such as a damaged file, find
all the ancestries that contain the intrusion sources
and the intermediate nodes along the intrusion path.

Q.3) Search for all the files that an intrusion source has
accessed.

These queries cover basic cases in forensic analysis and
represent different query complexity. The first two queries
are backward queries that search for the parents or all the
ancestors of a given file respectively. The third query is a
forward query that involves the retrieval of all the files that
may have been damaged or leaked. To make the test fair,
we reboot machine before each test.

Table 5 shows the query performance for different in-
trusion detection methods on the vsftp application. Each
number in the table is the average value of at least five trials.
P-Gaussian performs the best because it classifies the hot
and cold provenance, and almost all the hot provenance is
stored in Redis. So the queries in three cases only get
data from memory. Pagoda can get a similar performance
as P-Gaussian when provenance size is small. When

provenance is too big to put into Redis, part of the prove-
nance will be streamed into disks. As Pagoda does not sup-
port classification of hot and cold provenance, even the hot
provenance to be queried again may be found on disks. So
this can have a big impact on the Pagoda query perfor-
mance. FRAP gets original provenance from disks and then
performs detection process in memory using GraphChi. To
speed up its query process, we first store the provenance in
the BerkeleyDB databases, and then perform queries on
them. However, the query performance is still worse than
P-Gaussian. The main reason is the time-consuming disk IO
when getting data from BerkeleyDB. In addition, the prove-
nance pruning in P-Gaussian further improves its perfor-
mance. We also see that Pagoda performs worse than FRAP
in the third query. This is due to the recursive queries
between provenance nodes in Redis and BerkeleyDB.

6.7 Overhead Analysis

Memory Overhead. Table 6 shows the memory overhead for
P-Gaussain on different intrusion applications. The memory
overhead mainly consists of two parts: memory used by the
Redis database to store provenance and the memory con-
sumed by the detection process. The memory overhead is
about 76 MB–164 MB. This takes up only a small part of a
16 GB system memory.

CPU Overhead. Fig. 11 shows the CPU utilization for
P-Gaussian and Pagoda on 100 DARPA APT normal events.

TABLE 4
Breakdown of PASS Vulnerable Traces for Different Thresholds

Application False alarm rate Detection rate

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

vsftp 0.075 0.075 0.07 0.065 0.055 0.055 0.055 0.05 0.05 1 1 1 1 1 1 0.88 0.49 0.29
samba 0.11 0.11 0.11 0.11 0.1 0.1 0.078 0.078 0.078 1 1 1 1 1 1 1 0.82 0.18
distcc 0.46 0.1 0.086 0.086 0.086 0.028 0.014 0.014 0 0.99 0.96 0.81 0.8 0.8 0.73 0.72 0.68 0.23
proftp 0.45 0.42 0.38 0.38 0 0 0 0 0 1 1 1 1 0.91 0.91 0.91 0.91 0.91
phishing email 0.95 0.90 0.77 0.44 0 0 0 0 0 1 1 1 1 0.99 0.93 0.87 0.41 0.01
ImageTragick 1 0.8 0.5 0.45 0 0 0 0 0 1 1 1 1 0.96 0.58 0.22 0.04 0.02
Ransomware Attack 1 0.81 0.65 0.65 0 0 0 0 0 1 1 1 1 1 1 0.98 0.8 0.8

Fig. 10. Detection time and throughput in the case of multiple threads
and multiple Redis instances.

TABLE 5
Query Time (us) for Different Intrusion

Detection Methods on vsftp

Categories P-Gaussian Pagoda FRAP

Q.1 113 1,105 31,269
Q.2 3,801 4,162 124,532
Q.3 46,037 106,993 85,697

TABLE 6
Memory Overhead (MB) of P-Gaussian

for Different Applications

Applications Memory overhead

Redis Detection process Total

Imagetracik 24 96 120
Phishing email 16 148 164
Proftp 8 120 128
Ransomware 8 68 76
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P-Gaussian consumes a comparable CPU utilization with
Pagoda. This is because they both traverse all the paths in
the provenance graph and then compute the anomaly
degree of the provenance graph by considering the anomaly
degree of each path. However, the CPU overhead is accept-
able (around 40 percent).

Runtime Overhead. The provenance collection for intrusion
detection can have impact on the application performance.
In this test, the experimental machine provides Apache
network service. We utilize web application stress tool at the
client side to send read or write requests to the server to sim-
ulate the intrusion attack at different workloads. The tool
simulates 100 clients to access the HTML files in three differ-
ent sizes (5 KB, 20 KB, 50 KB) at the Apache server. The
request intervals are set to be 0, 3–5 seconds, 60–90 seconds
to simulate the workload from heavy to light. The perfor-
mance overhead isminimal (0.132–0.264 percent) in the latter
two cases. Even in the heaviest workload, the overhead is
maximumly only 10.76 percent.

Storage Overhead. 1) Provenance growth overhead. We
investigate the provenance increase overhead as shown in
Fig. 12. The original provenance is generated using PASS
framework without any pruning. Pagoda reduces prove-
nance size by filtering the noise and aggregating the similar
provenance items. P-Gaussian further compresses prove-
nance by classifying hot and cold provenance and com-
presses the cold provenance using bzip2. Fig. 12 shows the
best case of P-Gaussian when all the provenance is cold. In
practical, part of provenance is hot and stored in Redis.
However, P-Gaussian still achieves better provenance space
utilization than Pagoda. 2) Size of rule database. We make
statistical analysis of the size of rule database for seven vul-
nerable applications in PASS trace. The size of rule database
is from 16.4 KB to 352.3 KB for P-Gaussian. This is accept-
able for today‘s memory and disk.

7 DISCUSSION

When the intrusion behavior is induced by the malware
(typically virus or worm), we do not consider some complex
cases, such as virus encryption, packaging, dynamic defor-
mation, and virus splitting. However, P-Gaussian can still
be applied in these cases. For instance, we can first decrypt
a virus, and then apply P-Gaussian to identify the virus var-
iant in the case of sequence length increase or sequence
order transformation.

P-Gaussian, not only detects the intrusion behavior vari-
ant, but also provides a basis for detecting the zero-day
attack. Typically, we can collect the provenance graphs
that describe both the normal behavior and intrusion behav-
ior using P-Gaussian. Then we can compute the propaga-
tion probability of the provenance object instance using

Bayesian-network [46] to accurately identify the zero-day
attack path.

Modern attacks such as Advanced Persistent Threat (i.e.,
APT) are stealthy in a long time and usually has a long attack
chain. Thus it usually involves analyzing and processing a
large amount of provenance data. Existing researches prune
provenance graphs by partitioning the execution units [47],
[48], classifying logging and tainting [37], or compressing
provenance graphs by employing web compressing techni-
ques [49] and thus simplify the analysis. These approaches
can be used on top of the provenance optimization method
proposed in this paper to support the detection of APT attack.

Except the algorithm optimization, some existing
researches adopt GPU [22] to achieve the goal of real-time
detection. This brings in a negligible hardware cost. With
the rise and population of memory database in recent years,
it is efficient to leverage these memory databases to speed
up intrusion detection and forensic analysis especially in
big data environments. It is critical to analyze the character-
istics of the data itself and choose a proper database. For
instance, in a provenance graph, many provenance nodes
can share a common ancestor. When we store the ancestor
as key and each provenance node as value in a key-value
memory database such as Redis, we can aggregate these val-
ues into a set and use only one provenance record to store
these information in Redis. As Redis supports multiple
instances, we also bind each instance to a thread to speed
up the sequence similarity comparison in detection process.

The limitation of this work lies in that some of the intru-
sions or their variants cannot be tracked as they do not go
through the syscall interface and produce provenance. In
addition, though we prune provenance for highly efficient
intrusion detection, the intrusion information may still be
conveyed via the pruned files.

Strictly speaking, as variant detection is a very compli-
cated problem, the current method may only be an impor-
tant and primary approach that steps to the final solution.
For instance, the proposed technique only considers the
sequence order and length transformation, but for the part
in the variant that is not similar to the original sequence, the
proposed technique does not further explore the relation-
ship between the part and the original sequence. Typically,
the intrusion behavior of the variant usually has inherent
relationship with the original intrusion behavior. Exploring
this relationship can further enhance and increase the detec-
tion accuracy. Therefore, though we have validated the
effectiveness of P-Gaussian, it is possible to achieve a more
accurate model to describe the variant sequence detection

Fig. 11. CPU utilization for different intrusion detection methods.

Fig. 12. Provenance storage overhead during kernel compilation.
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through considering more factors. Except that, we may need
make more accurate evaluation of the mathematics curves
from the characteristics of the curves, e.g., distribution mass
concentration, tail end behavior, etc.

8 RELATED WORK

Intrusion Behavior Variant Detection. There are generally two
categories of methods to detect the variants in host-based
intrusion detection system: static analysis and dynamic
analysis. The former focuses on using the static signatures
(such as the frequently occurring bytes [4] and binary analy-
sis [3]) in the code without executing them to identify the
malware variants. But it is inefficient to detect the unknown
malware variant [5]. The latter concentrates on the runtime
behavior, typically using the control flow based graph [6],
[7], [8], [9] to describe the dynamical intrusion behavior.
However, these methods either run in a restricted environ-
ment [10] or are usually complicated as they need to analyze
the complete intrusion behavior in the form of the whole
run time graph, consuming much time and space overhead.
There is also a combination of dynamic and static analysis,
such as malicious browser extension [50] and malware vari-
ant analysis in Android [51]. The recent work computes the
similarity of the sequences for transformed data leak [52].
This paper is more general to be applied to all kinds of
transformation and intrusion behavior variants.

Sequence Comparison in Intrusion Detection. There have
been some existing works on sequence comparison in
intrusion detection. Typically, the traditional system-call
based intrusion detection methods compute the similarity
between a fixed length of the system call sequence and the
sequences in the rule database. For instance, Hofmeyr
et al. [12] propose to use Hamming distance to calculate
the number of common system calls between the detected
system calls and the closest match in the rule database.
Warrender et al. [53] further use a locality frame to count
how many mismatches have happened, once it exceeds a
predefined threshold, the program is judged to be abnor-
mal. Rare sequences can also be considered mismatches in
this case. There are also other methods (e.g., data mining
[54], statistical analysis [55] or finite state machine [56]) to
exploit the system call sequences to improve the detection
efficiency. The recent work [57] also analyzes the system
call behavior in the malware execution, the probability of
system call transition represented as a matrix [36], and the
correlation of the events in the long-term program behav-
ior [58]. However, how to detect the transformed intrusion
behavior sequence when sequence length or order has
changed has not been studied in these methods. There are
also some classical algorithms (such as LCS [13] and
GST [14]) to compare two different sequences. However,
these algorithms are greatly impacted by the sequence
length or order transformation.

Provenance-Based Intrusion Detection. Provenance-based
detection method has recently been used on PaaS cloud [26]
and IoT device [59]. They both use a provenance graph to
model the application behavior. Lemay et al. [60] also design
a series of rule-based grammars to identify the anomaly in
the provenance data. In previous work, we have developed
PIDAS [25] that uses data provenance to both detect

intrusion and make forensic analysis. Further, we design
Pagoda [23] to identify intrusions in big data environments
and employ a memory database to store provenance data
and detect intrusions in real time. These methods do not
aim for detecting the variant in the case of the length of the
provenance sequence increases.

Gaussian Distribution in Intrusion Detection. Gaussian dis-
tribution has been used in intrusion detection to filter net-
work traffic data [18] or provide deployment strategy in
wireless sensor networks [19], [20], while this paper aims to
detect the variants by computing the similarity between dif-
ferent sequences in host-based intrusion detection systems.

Intrusion Detection Using Multi-Thread. Numerous net-
work intrusion detection systems (NIDS) [22], [61], [62],
[63], [64], [65], [66] use multiple CPU or GPU to process net-
work packets in multi-thread in order to achieve high
throughput and real-time performance. This paper focuses
on host-based behavior detection and analysis using multi-
ple Redis instances with multi-thread.

Provenance-Based Forensic Analysis. Provenance or causal-
ity-based context can accurately describe dependencies
between intrusion process and the infected objects, and
have been broadly used to analyze how intrusion has hap-
pened [33], [37], [45], [47], [48], [67], [68], [69], [70], [71]. For
instance, Pohly et al. [33] propose to collect the high fidelity
provenance to accurately analyze the intrusion. Jiang
et al. [68] focus on the worm infection by using colors to dif-
ferentiate a wide variety of server processes and thus reduce
the log data to analyze. Goel et al. [70] use provenance as a
tool to help the system rebuild after the intrusion inflicts
damage to the system. Both Lee et al. [47] and Ma et al. [37],
[71] prune provenance or audit logs to simplify and speed
up the forensic analysis. In recent, Pasquier et al. [41]
develop a Linux Security Module that is incorporated into
existing operating systems to provide realtime provenance
runtime analysis for typical security applications. Our
method differs in that we classify hot and cold provenance
to speedup provenance query in forensic analysis and save
storage space simultaneously.

9 CONCLUSION

Detecting intrusion behavior variants has long been a great
challenge. We have presented P-Gaussian, a novel prove-
nance-based Gaussian distribution scheme to accurately
describe and identify intrusion behavior variants when their
sequence length increases or sequence order transforms. We
have further developed a prototype that achieves high effi-
cient and real-time detection performance on big prove-
nance streams by exploiting the parallelism of provenance
processing using multiple Redis instances and multi-thread-
ing technology in multi-core environments. We also classify
hot and cold provenance to accelerate forensic analysis and
reduce provenance storage overhead simultaneously.
Experimental results have proven the performance and effi-
ciency of our system and method.
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