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Abstract—Provenance is a type of metadata that records the creation and transformation of data objects. It has been applied to a wide
variety of areas such as security, search, and experimental documentation. However, provenance usually has a vast amount of data
with its rapid growth rate which hinders the effective extraction and application of provenance. This paper proposes an efficient
provenance management system via clustering and hybrid storage. Specifically, we propose a Provenance-Based Label Propagation
Algorithm which is able to regularize and cluster a large number of irregular provenance. Then, we use separate physical storage
mediums, such as SSD and HDD, to store hot and cold data separately, and implement a hot/cold scheduling scheme which can
update and schedule data between them automatically. Besides, we implement a feedback mechanism which can locate and
compress the rarely used cold data according to the query request. The experimental test shows that the system can significantly
improve provenance query performance with a small run-time overhead.
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INTRODUCTION

1

PROVENANCE is a kind of metadata that records the cre-
ation and transformation of data objects. Provenance

increases the value of original data and has been typi-

cally used in security [1], search [2] and experimental

documentation.

However, with the increment of user operations and sys-
tem running time, the volume of provenance data is also
growing rapidly. The provenance information of a data
object is usually much larger than the data itself. In many
cases, the provenance of a data object may even be more
than ten times the size of the object itself. For example, in an
online database MiMI [3] for storing protein information,
the original data is 270 MB, but its provenance is 6 GB.
Rapid growth rate and huge data volume makes it difficult
to effectively extract and utilize provenance data.

A large number of studies [1], [4], [5], [6], [7], [8], [9], [10],
[11] focus on provenance compression. For instance, Chap-
man et al. [5] proposed a series of decomposition and inher-
itance methods for compressing provenance. They reduced
the provenance information by compressing common
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subgraphs between different provenance graphs.
Ma et al. [1] proposed ProTracer, a lightweight provenance
tracing system which can process events through a concur-
rent userspace daemon. It can filter the redundant prove-
nance through online analysis without affecting the
accuracy of provenance analysis. These methods can effec-
tively reduce the duplicate provenance data. However, this
kind of data compression does not fully exploit the layout
and the usage characteristics of the provenance. There are
also researches on provenance query [2], [12], [13] based on
efficient provenance management. In the case of the massive
provenance environment, these management methods are
not efficient enough. Typically, they do not exploit the rele-
vance of the provenance nodes. Provenance data of the
same node are still scattered in different provenance log
files and the provenance data generated by different appli-
cations are indiscriminately managed. This has a negative
impact on query performance.

Although there are a variety of provenance collection
systems [14], [15], [16], [17], [18], [19], [20], they cannot man-
age the provenance efficiently in terms of the provenance
storage and use. These systems: 1) do not exploit the charac-
teristics of the provenance locality (e.g., provenance belong-
ing to an event should be kept together). 2) do not store data
based on provenance access characteristics such as hot and
cold. 3) do not optimize the storage strategy based on the
long-term usage of provenance.

This paper proposes an efficient provenance manage-
ment method based on clustering and hybrid storage.

First, it can automatically perceive provenance features
and cluster provenance data. Typically, we assign a value i
to each node which indicates the importance of the node. The
nodes with a big H (> threshold T%) are considered as
keynodes and will get labels. We use the keynodes as the label
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Fig. 1. Provenance label propagation using LPA (The shaded nodes rep-
resent the labeled nodes; The blank nodes represent unlabeled nodes;
The numbers in them represent their pnode numbers).

propagation center to label nodes that are closely related to
them. Then, we cluster nodes with the same label.

Second, as SSD (i.e., Solid-State Disk) has both a high
speed and a high price and HDD (i.e., Hard Disk Driver) is
low-cost and high-capacity, it dynamically perceives the data
usage during the provenance query process to store hot data
which is frequently accessed to SSD and store cold data to
HDD. It also implements a strategy for scheduling hot and
cold data between them.

In addition, it compresses the provenance information
which is rarely or never used for a long time according to
the monitoring of provenance usage.

The contributions of this paper are as follows:

e We implement a novel method called Provenance
Label Propagation Algorithm to cluster the prove-
nance data and store highly relevant provenance
nodes into the same cluster as much as possible.
This significantly improves the provenance query
performance.

e We differentiate between hot and cold provenance
according to the query request and implement a
hybrid storage architecture which can store and sched-
ule hot and cold data in SSD and HDD respectively.

e To further reduce the storage overhead, we implement
a feedback strategy to compress the provenance infor-
mation that has not been used for a long time.

e Weimplement and evaluate our system with various
provenance workloads. The experimental results
show that provenance clustering and hybrid storage
significantly improve the provenance query perfor-
mance with both a small runtime overhead and a
small space overhead.

2 BACKGROUND AND MOTIVATION

2.1 Provenance System

Provenance information forms a Directed Acyclic Graph
(DAG) [21]. The nodes in DAG represent the objects and the
edges represent the dependencies between the objects. Cur-
rently, various academic institutions around the world have
designed a variety of systems that collect provenance such
as PASS [15], LinFS [22], SPADE [23], Story Book [24],
TREC [25], CamFlow [26], etc. A common feature of these sys-
tems is that they collect dependencies between files and pro-
cesses by monitoring system calls.

For instance, both PASS and SPADE are system-level prov-
enance systems which collect provenance automatically by
intercepting applications” read and write 1/O operations
and provide basic provenance generation, processing, and
query functions. They mainly collect the provenance of the

following three kinds of objects: file object, process object, and
network connection object. For the file object, its attributes
contain the specific information of the file itself, such as the
file name, file storage location, and the file’s inode number.
For the process object, its attributes mainly include the pro-
cess name, process PID number, and environment variables.
And for the network connection object, it is used to record the
transmission of data on the network. Both PASS and SPADE
record the dependencies between objects and assign a unique
identifier to each object.

2.2 Label Propagation Algorithm
The Label Propagation Algorithm (LPA) [27] is a typical
semi-supervised machine learning algorithm. The descrip-
tion of the LPA algorithm is as follows.

For each node p in the graph (p € G(p), G(p) is a collec-
tion of all nodes), assign a unique label L, to represent the
community in which the node is located.

Step 1. Traverse all nodes. For each node, obtain the
labels of its neighbors and find the label with the biggest
number, then replace the original label of the node with this
label. If there is more than one label with the biggest num-
ber, select a label randomly to replace the original label of
this node. The mathematical expression is

Vp e G(p), L, = argmﬁx z:n(p7 Ji). 1

n(p, J;) denotes p’s neighbor node whose label is J;, and
arg maz denotes the label J; which has the biggest number
in p’s neighbors.

Step 2. Cycle step 1 until the labels of all nodes no longer
change.

The time complexity of LPA is: O(k * m), where k repre-
sents the number of iterations, and m represents the number
of edges.

There are three problems if LPA is applied directly to the
clustering of provenance nodes.

First, LPA is a semi-supervised learning method, which
can process a set of nodes that already have an original label
before the algorithm runs. Unfortunately, most of the prove-
nance datasets are unlabeled at the initial time. We need to
design a method to select some of the nodes before cluster-
ing and manually label them.

Second, many provenance nodes depend on shared sys-
tem files. For instance, many processes use shared header
files or library files as input. Each of the process node and
the shared system files belong to a cluster that shows how
this process is executed. Thus these system files will be rele-
vant to multiple clusters. However, the information of each
system file will be only stored once in order to save the stor-
age space. Thus the node that represents the system file can
only be included in a single cluster. however, LPA makes a
random selection when there is more than one label with
the biggest number in its neighbors causing that the shared
node may not be divided into the most relevant cluster.

Third, due to the uncertainty of the propagation sequence,
inaccurate clustering will be caused. The extreme case where
all nodes are classified into the same cluster can happen. For
example, in Fig. 1a represents the initial state of nodes 1-8 in
which node 1 and node 8 are labeled with their identifiers
and other nodes do not have initial labels. We carry out the
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Fig. 2. System framework.

first label propagation from node 1 to node 8. Nodes 2, 3, 4, 5,
and 7 will select node 1’s label as their own labels in turn.
This is because the label of node 1 appears the most in their
adjacent nodes. Node 6 chooses node 8’s label as its label at
the beginning of the propagation. As the second label propa-
gation starts, the label of node 8 will be covered by the label
of node 1 because node 8’s neighbors nodes 5 and 7 are both
with label 1. The label of node 6 will be covered by the label of
node 1 for the same reason. It can be seen that node 8 has no
opportunity to spread its label because of the propagation
sequence. Finally, the whole graph is labeled with label 1.
This means that there is no division for the graph.

2.3 HDD and SSD

In recent years, the main storage device in the computer sys-
tem is the hard disk drive (HDD), which is a non-volatile,
low-cost, high-capacity storage device. Due to the mechani-
cal components of the hard disk, its performance bottleneck
is mainly caused by the I/O access. Besides, the perfor-
mance gap between the storage system and the CPU is also
increasing [28].

Solid state disk (SSD) is a data storage device which uses
NAND flash to store data persistently [29]. Compared with
HDD, SSD has better read/write performance, but lower
capacity and higher price [30]. Therefore, SSD can be inte-
grated into existing HDD-based storage hierarchies to allow
storage systems to achieve higher access performance.

We propose to use hybrid storage technology to manage
the provenance data. We can achieve better access perfor-
mance by classifying data according to data significance or
making reasonable scheduling for data processing [31]. We
consider storing provenance data that has not been used for
a long period in HDD to reduce storage space costs and
migrate frequently accessed provenance data dynamically
to SSD. This can improve the query performance of prove-
nance as much as possible.

Using two kinds of devices to form hybrid storage is a
new attempt for provenance data storage. It can fully com-
bine the advantages of HDD and SSD, and effectively
improve the management performance of provenance data.

2.4 Application Scenarios for Provenance
Clustering

Provenance clustering has many applications. In the field of
forensic analysis, in order to identify the source of system
intrusion, it is necessary to traverse the provenance graph
of the corrupted file or process. If the provenance of the
same file or process can be clustered in the storage layout,
the provenance query for forensic analysis can be improved.

In the field of public safety, the relationship between peo-
ple and events in public safety events can be described by
provenance graphs. When a public safety incident is queried,
it is likely that the event data is stored with other unrelated
events or people information. By clustering and storing the
related event data of a provenance graph together, the query
and analysis time can be greatly reduced.

The scientists reproduce the experiment by recording the
necessary details of the experiment, such as the parameters
used in the data set, the intermediate steps for generating the
data set, etc. However, multiple experimental records/logs are
usually stored in chronological order, which is not conduc-
ive to reproduce the experiment. By clustering the provenance
records for each experiment and storing them in units, scien-
tists can quickly and accurately reproduce the experiment.

3 DESIGN AND IMPLEMENTATION

3.1 Overall System Design

The overall architecture of the system is shown in Fig. 2. The
provenance management system consists of three modules:
a clustering module, a hybrid storage module, and a feed-
back module.
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¢) Multiple outputs nodes d) Multiple input and outputs nodes

Fig. 3. Node types in provenance graphs.

The clustering module aims to store the provenance node
with strong relevance together using Provenance Label
Propagation Algorithm. It first calculates the importance
degree of the provenance nodes, then labels each high
importance node a globally unique identifier (called
pnode number) and make it as the center for label propaga-
tion. Finally, the provenance nodes with strong relevance
will be labeled with the same identifiers and extracted into
the same cluster.

The hybrid storage module enables separate storage of cold
data and hot data using two kinds of storage devices, HDD
and SSD. The provenance processed by the clustering mod-
ule is first stored in the HDD indiscriminately. When a
query request arrives, the result is sent back and the related
nodes are swapped out to the SSD. Besides, a list which
records the query history is maintained. After the SSD is
full, the data in the SSD would be swapped out and sent to
the HDD using the LRU algorithm.

The feedback module monitors cold data in the HDD con-
tinuously. The provenance that has not been used for a long
time will be compressed to save the space overhead.

3.2 Provenance Clustering

Provenance can reflect the historical change of data objects.
The provenance collection system generates provenance by
intercepting system calls and stores it in chronological
order. This may cause that similar provenance nodes are
scattered in different logs. This paper proposes PLPA, a
Provenance Label Propagation Algorithm which clusters
the provenance based on keynodes and stores highly rele-
vant provenance nodes into the same cluster to improve the
query performance.

There are two steps to implement key node based cluster-
ing: node importance calculation and provenance label
propagation. First, we assign a H value to each node which
indicates the importance of the node, and consider the
nodes whose value H exceeds Ty as the keynode, and label
these nodes with their pnode numbers. This solves the prob-
lem that provenance nodes have no label at the initial time.
Then we use these keynodes as the label propagation center
to label the nodes which are directly connected to them. The
label propagation will be performed in descending order of
H values which ensures that nodes with high H have prior-
ity to propagate and thus all nodes will be divided into a
more relevant cluster. In this way, we can store nodes with
the same label into the same provenance cluster.

0 ol

a) tree relationship b) circular relationship

Fig. 4. Dependencies between nodes.

3.2.1 Node Importance Calculation

The importance of the nodes are calculated by their depen-
dencies. The value H of node p is calculated as follows:

H(p)=Hy+ > H(p). 2
pi€Mp

Hy represents the initial importance degree of a node. M,
represents a collection of nodes which point to node p.

Algorithm 1. Calculation of Value H of Node p

Function name:computeH (p)
Input: p

Output: p.H

1:  if p.input is null then
2 p.H=1;

3 return p.H;

4.  endif

5: if p.input is p then
6.

7

8

p-H=0;
return p.H;
: endif
9: pH=1,;
10:  for g in p.input do
11: p.H += compute H(q);
12:  end for
13:  returnp.H;

As shown in Fig. 3, there are four types of nodes in the
existing provenance graphs: self-referential node, the node
with multiple inputs, the node with multiple outputs and
the node with both multiple inputs and multiple outputs.
There will be two kinds of dependencies abstracted from
these four types of nodes: tree relationships, and circular
relationships, as shown in Fig. 4.

The self-referential node is shown in Fig. 3a. This type of
node is self-dependent. It is usually an intermediate node
that is generated in the provenance collection process with-
out any attributes. So we define Rule 1 and Rule 2.

Rule 1. If a node p points to itself and no other node
points to it, then its Hy = 0;

Rule 2. If there is at least one node pointing to p which
does not point to itself, then for p, its Hy = 1;

The value H of the tree-dependent node (as shown in Fig. 4a)
can be deduced through Rule 1, Rule 2 and Formula 2.

The circular relationship in the provenance graph is shown
in Fig. 4b. Nodes 1, 3, and 4 form a circular relationship. If
we calculate the value H of them according to Formula 2,
we will get into an endless loop. So we define rule 3.

Rule 3. If node p is in a circular relationship and is the ter-
minal node (e.g., node 1 in Fig. 4b) of the cycle, the edge in
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Fig. 5. Provenance nodes relationships.

the cycle starting with p will be broken. Then we calculate
the value H of nodes in the new relationship using Rule 1,
Rule 2 and Formula 2.

We use a recursive algorithm to calculate value H. The
algorithm process is shown in Algorithm 1, in which, p.H is
the value H of node p and p.input is the node which points to
node p. When p.input is null, p is a root node and its H is set to
1. When p.input is p, p is a self-referential node and its H is set
to 0. When there are multiple nodes pointing to p, p.H is the
sum of its initial value that is set to 1 and the H of p.input.

Before the label propagation process, a part of nodes
must be labeled. We set a threshold T and consider the
node whose value H exceeds Ty as the keynode. These
keynodes take the pnodenumber as their label, which pro-
vides a basis for the label propagation.

3.2.2 Provenance Label Propagation Algorithm

To avoid the defects of LPA, we propose PLPA, a Prove-
nance Label Propagation Algorithm which is suitable for
the provenance clustering.

First, PLPA is an active propagation process. PLPA
regards the labeled node as the active object and allows it to
propagate its labels actively to the unlabeled nodes directly
connected to them. Comparatively, LPA regards the unla-
beled node as the active object and allows it to find the label
with the biggest number in its adjacent nodes. This is a pas-
sive propagation process and will cause that all nodes are
classified into the same cluster for provenance clustering.

Second, PLPA conducts provenance label propagation in
descending order of importance degree to ensure that nodes
with high importance can obtain the priority in label
propagation.

The process of PLPA is as follows:

Step 1. Label the nodes whose value H is greater than the
threshold T with their pnode numbers. Let p represent a
node in the provenance graph (p € G(p), G(p) is a collection
of all nodes). L, is the label of node p;

Step 2. Sort all nodes in descending order of values H;

Step 3. Traverse all nodes. If the current node p is labeled
as L,, find all nodes directly connected to it and label them.
If the current node is an unlabeled node, skip it.

Step 4. Repeat step3 until the total number of unlabeled
nodes is less than threshold X.

Algorithm 2 shows the pseudorandom code. In
Algorithm 2, nodes number represents the number of

IEEE TRANSACTIONS ON BIG DATA, VOL. 6, NO. 4, OCTOBER-DECEMBER 2020

Original provenance nodes, and nodes[i] represent the node
whose pnode number is i in the trace. nodes[i].H and
nodes[i]. Label represent the H value and Label of nodes|i],
respectively. The sort(all nodes, H) function sorts all nodes
in descending order of H values, and the getSRC(nodes[i])
function gets all the nodes pointing to nodes|t].

Algorithm 2. The Process of PLPA

Function name: PLPA
Input: Original provenance nodes
Output: Clustered provenance nodes
fori=0;i < nodes number; i++ do
if nodesli]. H == null then
computeH(nodes[i));
end if
if nodes[i].H > Ty then
nodesli].Label = 1i;
end if
end for
9:  sort(all nodes, H);
10:  fori=0;i < nodes number;i++ do
11: SRC| ] = getSRC(nodes][i));
12: forj=0;j < sizeof(SRC); j++ do

13: if SRC[j].Label == null then

14: SRCj].Label = nodes[i]. Label;
15: end if

16: end for

17:  end for

Assuming that the number of nodes in the trace is V and
the number of edges is E. The time complexity consists of
three parts.

First, from Section 3.2.1, the H value is calculated by the
number of edges that point to a node, and each edge is only
used once. So it is only positively correlated with the num-
ber of edges and thus the time it takes to calculate the H
value is O(FE);

Second, the sorting time, we use the method of quick
sorting, so itis O(V log (V));

Third, from Section 3.2.2, each edge produces a propaga-
tion and does not have repeated propagation. So the process
of label propagation is only related to the number of edges.
Thus the time of label propagation is O(E).

So the time complexity of the PLPA algorithm is

02+ E +V log (V). 6)

Fig. 5 shows a provenance graph of several nodes, and
Fig. 6 shows its label propagation process using PLPA in
which nodes are arranged from left to right in descending
order of H value. The shaded nodes represent the nodes that
have been labeled. The blank nodes represent unlabeled
nodes. The numbers in them indicate their pnode numbers. In
the initial state, only the nodes whose value H is greater than
the threshold Ty are labeled with their pnode numbers, such
asnode 1. In the first round of propagation, propagation starts
from node 1 with the highest value H. Node 1 propagates its
label to node 2 and node 5 which have direct relationships
with node 1. When traversing to node 5 which is already
labeled with the label of node 1, node 3 which is connected to
node 5 will be labeled. It can be seen that node 4 fails to obtain
a label during the first propagation round since node 3 is
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Fig. 6. Provenance label propagation (The shaded nodes represent the
labeled nodes; The blank nodes represent unlabeled nodes; The num-
bers in them represent their pnode numbers).

unlabeled at the first time it is traversed. In the second round of
propagation, the label of node 3 is propagated to node 4. Con-
sidering that there may be a small number of isolated nodes
that cannot be propagated. Therefore, when the total number
of unlabeled nodes is less than a predefined threshold X, the
propagation process will stop.

3.3 Hybrid Storage

If provenance nodes are stored on the HDD indiscriminately,
access delays will be caused in multiple lookups. For example,
when analyzing a network intrusion path, a socket prove-
nance node containing IP information is the starting point for
all operations, and all path analysis starts from it. At this
point, the node will be a key node and will be visited multiple
times to become a hot data node. Considering that most of the
provenance is cold data that is rarely accessed and only a
small part of provenance is repeatedly accessed hot data, we
design a hybrid storage module to store the cold and hot data
separately. As SSD has a better read /write performance than
HDD, we add an SSD to store the frequently accessed nodes
and their associated nodes which may be accessed in a short
time and use HDD to store the cold nodes. The hybrid storage
architecture will make full use of SSD and HDD'’s advantages
in cost, read /write mode, and capacity. Thus it will improve
the query performance of provenance. The specific hybrid
storage architecture is shown in Fig. 7.

The hot/cold scheduling module implements two func-
tions. When the data in the HDD is frequently accessed, the
hot data in the HDD is moved to SSD; when the SSD is full,
the data in the SSD will be moved to HDD. In order to locate
the least-recently-used provenance nodes quickly, we main-
tain an LRU queue to record the provenance nodes stored
in the SSD and update the LRU queue after each movement.

3.3.1  Hot Data Migration Strategy in HDD

Provenance records the transformation of data objects. In
the usual case, most of the provenance nodes are cold data,
i.e., they are not accessed for a long time. Once a provenance
node is accessed, it indicates that the importance of the node
increases and it will be probably visited in the following
period. So, we design the following strategy.

When receiving a query request of a provenance node,
the system first performs a query in SSD. If the provenance
is not found, it needs to be sought again in HDD. If it is
found in HDD, the provenance node has changed from a
cold node to a hot node. Then we copy the node to SSD and
delete the copy in HDD.

Key nodes

SSD

( Hot/Cold scheduling module )
{

|
R ——-—
uncompressed

HDD

( Feedback module )
compressed |

Fig. 7. Hybrid storage structure.

3.3.2 Cold Data Migration Strategy in SSD

As represented in Algorithm 3, we use ST}, and ST, to
represent the maximum and the minimum amount of prove-
nance nodes that SSD can store respectively. Sen; indicates
the used capacity of the SSD at the current time. When a new
query request for node p arrives, if the SSD is full, the least-
recently-used provenance nodes in the SSD are moved to
HDD until the SSD usage is equal to ST,,;, which ensures that
the most-recently-used hot nodes in the SSD will not be
moved out and reduces movement times. The cold prove-
nance will be moved to HDD in the condition that a new prov-
enance node is written to SSD which is already full as shown
in Algorithm 3.

Algorithm 3. Cold Data Migration Process

Function name: migrationToHDD (p)
Input: p

Output:

1: LRU.head ++;

2: Seurrent = Seurrent + sizeof(p);

3: if Serrent > STinae then

4:  for Scyrrent > STin do

5 SSDtoHDD(LRU..tail);

6: S urrent - Sizeof (LRU .tail);
7: LRU.tail ——;
8

9:

end for
end if

3.4 Feedback
As shown in Fig. 7, the feedback module analyzes the usage
of cold data in the HDD and compresses the cold data that
is not used for a long time to reduce the storage overhead.
Specifically, the feedback module records the node’s query
requests and compresses the long-term unused provenance
nodes in HDD. As we can see from Section 3.2, the closely-
related nodes have the same label and are stored in the same
cluster. Therefore, we maintain a request time for each cluster.
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TABLE 1
@ Provenance Datasets Parameters
Type Application Nodes Edges Size Source
Blast 1668 6776 1.1 MB
Postmark 2681 4740 6952KB  [g]
...... PASS Distcc 2696 14397  884.3 KB
""" Chall3 3470 14758 1.8 MB
ProFTP 5998 7000 1.1 MB
Static clustering Dynamic clustering VSFTP 10776 14429 1.6 MB 1321
Fig. 8. Incremental clustering process Blast 415 488 52.2 kB
9.5 ap ' SPADE Postmark 1623 1704  3467KB  [33]
Apache 240191 296417 27.3MB

Asrepresented in Algorithm 4, R; is the request time of cluster
i. We define the feedback interval 7', and perform the com-
pression operation in every interval. Specifically, the feedback
module scans the R; of all clusters, then it compresses clusters
whose R; is smaller than Rx (A threshold that the number of
times the cluster is accessed) and adds them to a list that indi-
cates which clusters have been compressed.

Algorithm 4. Feedback Mechanism

Function name: feedback ()
1: if Sysruntime > T..q then

2: for Clusteri in Clusters do
3: if R, < Ry then
4. compress(Custeri);
5: update(compressionlist);
6: end if
7: R;=0;
8: end for
9: endif
3.5 Incremental Maintenance

We call the clustering process for the complete provenance
information of a period as static clustering. In an actual
provenance application, provenance may be generated
indefinitely. The newly generated provenance node may be
associated with the provenance nodes which have been
clustered. In this case, labels of clustered provenance node
may change. In order to test the clustering effect of the
growth provenance, we designed an incremental mainte-
nance module to implement the dynamic clustering.

We simulate the incremental clustering process using
the existing provenance dataset and assume that its
pnode numbers are from 1 to P,,,;. We select the nodes whose
pnode numbers are from 1 to P, (P, < P.,q) to perform a
static clustering process (i.e., we first calculate the value A
of the nodes, and then perform the provenance label propa-
gation algorithm to label them), as shown in Fig. 8.

In the provenance incremental clustering process, we
consider a node as an incremental unit. There are two kinds
of cases that may happen. First, as we can see from Fig. §,
node P, points to node P, whose value H is determined
in static clustering. In this case, we need to recalculate the
value H of P, and the chain pointed by P,. If there are new
nodes whose value H is bigger than threshold 7%, it is nec-
essary to relabel all nodes and the clustering result may
change. Second, node P,;» points to the node whose
pnode numbers is bigger than itself, we just need to calculate

the value H of P, ., and label it. The whole process includes
four steps.

Step 1. Read a new provenance node P, and calculate
the value H of P.,,.

Step 2. Find the chain pointed by P,,,. If there is any node
in the chain, recalculate the value H of the nodes in the
chain and jump to Step 3. Otherwise, label node P, and
jump to Step 4.

Step 3. Perform the label propagation to relabel nodes 1 to
PCUT"

Step 4. Repeat Step 1 until P, = Pepq.

In this way, we ensure that the nodes on the provenance
chain get the latest value H and label.

4 EXPERIMENTAL EVALUATION

4.1 Experimental Setup

We perform all of the experiments on a machine with 8 Intel
i7-6700 processors and 32 GB memory. It has 4 TB HDD and
256 GB SSD for storage. The host machine runs Windows 10.

4.2 Provenance Datasets

As shown in Table 1, we demonstrate our system with two
types of provenance traces, which were generated by
PASS [15] and SPADE [23], respectively.

There are six PASS traces and three SPADE traces. Spe-
cifically, Blast is a biological workload. Postmark simulates
the small file read/write workload. Distcc is a distributed
C/C++ compilation tool and the dataset is collected when it
is compiled. Chall3 is collected when the workflow defined
in the third provenance challenge is carried out. ProFTP and
VSFTP are both FTP servers on Unix platforms and the data-
sets are collected when they are exploited by the malicious
users. Apache is a web server and its provenance recodes the
web page request and visit. Note that both Blast and Post-
mark have different formats in PASS trace and SPADE trace.
The details (node number, edge number, size etc.) of the
traces are shown in Table 1.

4.3 Query Performance of Cluster

In this section, we give the query performance of original,
K-means, LPA and PLPA on each trace. For the K-means
algorithm, we extracted four most useful attributes(ie, the
type of node, the pid of node, the count of node’s sources and
the count of node’s destinations) from the provenance traces
to perform clustering.
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Fig. 9. Query performance of cluster on PASS and SPADE.

To verify the effectiveness of clustering, we use the fol-
lowing two query modes with different time complexity to
test the system.

Q1: For a node, query its attribute information and its
ancestor nodes that it directly depends on.
Q2:  Query the whole ancestor chain of the node.

Fig. 9 shows the query performance of PASS and SPADE
traces for different clustering method on Q1 mode and Q2
mode. In the Q1 mode, the average query time of PLPA clus-
tered provenance reduces by 56-98 percent compared to
the original data, reduces by 56-93 percent compared to the K-
means clustering, and reduces by 35-63 percent compared to
the LPA clustering. In the Q2 mode, the average query time of
PLPA clustered provenance reduces by 38-90 percent com-
pared to the original data, reduces by 51-97 percent compared

TABLE 2
Time Overhead of Clustering on PASS and SPADE

Type Application Average clustering time (ms)
K-means LPA PLPA
Blast 708.633 0.085 0.153
Postmark 71.242 0.054 0.142
PASS Distcc 263.724 0.154 0.261
Chall3 40.922 0.148 0.214
ProFTP 63.188 0.092 0.099
VsFTP 183.370 0.209 0.194
Blast 0.880 0.005 0.014
SPADE Postmark 0.143 0.001 0.002
Apache 85.595 0.125 0.182
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Fig. 10. Query performance on Blast PASS trace at different thresholds.

to the K-means clustering, and reduces by 24-52 percent com-
pared to the LPA clustering.

After clustering, the original provenance is divided into
small clusters. Therefore, when performing Q1 and Q2
mode queries, the system does not need to completely pre-
fetch the entire original provenance. Instead, all the infor-
mation of a provenance node is stored in a small cluster,
and the traversal is performed in units of small clusters.
This greatly reduces the query time.

However, after clustering by LPA, we find that there is
only one node in many provenance clusters, and this means
that a single node is treated as a cluster. This causes the
clusters searching on the storage device to be performed
multiple times when the query is executed. Sometimes clus-
tered provenance by LPA takes more query time than the
original provenance. PLPA can make good use of the rela-
tionship in the edge information of the provenance trace, so
the provenance nodes in the same cluster are highly rele-
vant and thus have a good clustering effect. K-means is suit-
able for clustering of discrete points in high dimensional
space, and cannot utilize the edge information of prove-
nance well. Thus it may make relevant nodes clustered into
different clusters, causing the clustering effect is poor.

Table 2 shows the average clustering time of PASS and
SPADE traces. The average clustering time of each trace is
less than 1 ms, both on LPA and PLPA. This is much smaller
than the query time. Due to the high time complexity of the
K-means algorithm, its average clustering time is 2 - 4
orders of magnitude higher than the other two algorithms.
The time overhead of clustering on PLPA is negligible com-
pared with the time reduced on the query. This proves that
it is effective to cluster provenance using PLPA.

4.4 Optimal Threshold Selection
The H value is calculated by the edge relationship between
the nodes. Since different traces have the different number
of nodes and edges, their ranges of H values are different
from each other.

We use the Blast PASS trace as an example. The H value
of the trace ranges from 0 to 54626. We select 1000, 2000,
5000, 6000, 10000, and 20000 as the T to perform the clus-
tering process. Fig. 10 shows the query performance of Blast
PASS trace on different Ty;. The lower line in the figure rep-
resents the average query time on the Q1 query mode, and
the upper line represents the average query time on the Q2
query mode. As can be seen from the figure, the query per-
formance is best when the threshold is 5000. So 5000 is the
optimal T of the Blast PASS trace.
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Fig. 11. Query performance of provenance traces with and without
hybrid storage on PASS.

4.5 Query Performance of Hybrid Storage

To verify the effectiveness of hybrid storage, we perform
provenance query on HDD and HDD+SSD respectively. In
addition, for the HDD+SSD case, we also perform a query
experiment on the provenance that has been clustered using
PLPA. Fig. 11 shows the query performance on PASS prove-
nance with and without hybrid storage. Compared to
HDD case, the HDD+SSD case reduces query time by
6-39 percent. This is because, in the HDD+SSD case, most of
the provenance is gotten from SSD, thus has a better perfor-
mance than the case that only gets data from HDD. Under
the condition of hybrid storage, the query efficiency of clus-
tered data is increased by 98 percent compared with that of
un-clustered. Because large provenance trace is split into
small clusters after clustering, cluster’s prefetching takes
less time than the original trace.

4.6 Query Performance of Feedback
Fig. 12 shows the query performance of the Q1 mode and
Q2 mode respectively. Despite the query performance of
the system with the feedback module will decrease because
there is a decompression process when the compressed cold
node is accessed, the query performance is still significantly
improved compared to the original data without clustering
and hybrid storage. Specifically, the query time reduces by
28-72 percent and 32-77 percent on Q1 and Q2, respectively.
The feedback module enables compression of clusters that
have not been queried for a long time on the HDD, thereby
reducing storage overhead. The storage space before and
after compression is shown in Fig. 13. It can be seen that the
compression can significantly reduce 77-90 percent storage
space for the six datasets.
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Fig. 12. Query performance of compressed and raw provenance on
PASS traces. (Original - No Hybrid - No compression indicates the query
time of original provenance without hybrid storage and compression.
PLPA - Hybrid - Compression indicates the query time of provenance
using PLPA clustered with hybrid storage and compression.).

4.7 Dynamic Clustering Overhead

We conducted dynamic label propagation experiments on
the blast dataset which has 1668 nodes. In the blast data set,
the nodes whose pnodes are between 1 to 1568 are selected
for static label propagation. The last 100 nodes are used for
dynamic label propagation. When the dynamic propagation
is over, the labels of all nodes in the data set have the same
labels as they have in the completely static propagation.
This shows that the provenance label propagation is effi-
cient on the incremental provenance. The dynamic propaga-
tion time for these 100 nodes is shown in Fig. 14. The time
overhead is mainly caused by label propagation. We will
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Fig. 13. Space overhead of compressed and raw provenance on PASS
provenance traces.
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not perform label propagation every time a node is gener-
ated but we perform it when the system is idle. This can sig-
nificantly reduce the impact on provenance query.

5 RELATED WORK

5.1 Provenance Management

A number of provenance collection systems [21], [22], [23],
[24], [25], [26] have been developed. There are some studies
on provenance management in specific areas.

For provenance compression, Xie et al. [7] explored the
similarity and locality of provenance nodes and designed a
hybrid compression algorithm that combines WEB compres-
sion with dictionary encoding. Zhang et al. [10] proposed
CPR and PCAR which can aggregate the same type of events
with the same attribute and reduce data effectively. Ma
et al. [1] proposed a lightweight provenance tracing system
ProTracer, which can process events through a complicated
concurrent userspace daemon. It can filter the provenance of
redundant events through online analysis and get a less space
consumption without affecting the accuracy of provenance
analysis. Lee et al. proposed LogGC [4] and BEEP [11]. The
former is an audit log system with garbage collection capabil-
ity. The latter is a highly accurate attack provenance tracing
technique enabled by a novel selective fine-grained logging
method which avoids the dependence explosion problem
with regular audit logs. These methods can effectively reduce
the duplicate provenance data. However, this kind of data
compression does not fully exploit the layout and the usage
characteristics of the provenance.

For provenance query, Macko et al. [12] proposed a new
metric called ancestor centrality (AC) and a threshold detec-
tion algorithm to realize a local clustering for directed acy-
clic provenance graphs. Liu et al. [2] designed a scheme
called P-index which utilizes data provenance to implement
a high-performance metadata search for cloud storage and
solves the query problem of cold data. Bao et al. [13] pro-
posed to use the tree structure to store provenance and
reduce the storage space of redundant information by using
some of the nodes in the tree structure, and then proposed a
dynamic programming solution for tree-structured queries
without additional overhead.

5.2 Hybrid Storage

Feng et al. [29] proposed HDStore with a vertical architecture.
It saves the journal file on the SSD to enable efficient read and
write and stores segment files on the HDD to provide massive
storage. In a horizontal hybrid storage architecture [34], [35],
[36], [37], SSD is used to store small, frequently accessed hot
data, while disks store large cold data. Jiang et al. [38]

proposed HiCH, which divides different storage devices into
different buckets and improves the performance of the stor-
age system. However, this scheme is only for replica storage
strategies and has poor adaptability.

6 CONCLUSION

This article describes the design and implementation of a
provenance management system based on event clustering
and hybrid storage. First, the system enables efficient prove-
nance clustering by improving the traditional label propa-
gation algorithm. Second, by combining the advantages of
HDD and SSD, we use hybrid storage strategy to implement
real-time provenance queries. Finally, we implement a feed-
back mechanism to compress the provenance information
with only a small runtime overhead. The experimental eval-
uation demonstrates that this system can effectively reduce
storage costs and query time of provenance.
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